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Traditional Database Architecture

Client Tier

 key-value access
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If you look across the data categories there are a number of different ways to model data, each of those models has a distinct purpose, each of those models lends themselves well to a particular to a set of use cases. 
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Microservices at Amazon
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Service-Oriented Architecture
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Connect only through APIs

Connect over HTTPS

“Microservices”

aWws



Monolithic vs. SOA vs. Microservices
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Microservices...

Eliminates any long-term commitment to a technology stack
Polyglot ecosystem

Polyglot persistence
* Decompose Databases
* Database per microservice pattern

Allows easy use of Canary and Blue-Green deployments
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Canary release is a technique to reduce the risk of introducing a new software version in production by slowly rolling out the change to a small subset of users before rolling it out to the entire infrastructure and making it available to everybody.

Similar to a BlueGreenDeployment (side by side environment – when you are happy you switch all at once) , you start by deploying the new version of your software to a subset of your infrastructure, to which no users are routed.
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AWS: Purpose-built databases
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While Aurora is the best choice for relational databases, for some of your databases, you might choose to move them first to AWS to immediately get the scalability, reliability, and ease of management that the cloud provides, before migrating them to Aurora. This gives you the time you need to migrate any legacy code as well as exhaust the remaining term of your license agreements with other commercial database vendors. This is why we offer Amazon RDS, a fully managed relational database service that you can use to run your choice of database engines including PostgreSQL, MySQL, MariaDB, Oracle, and SQL Server. Amazon RDS automates time-consuming administration tasks such as hardware provisioning, database setup, patching, and backups. It lets you scale your database with only a few mouse clicks or an API call, often with no downtime. With a single click in the RDS console, you can set up RDS to synchronously replicate your data to a standby instance in a different availability zone. RDS automatically detects any database failures and fails-over to the standby instance within 30 seconds, making your database reliable. 


=======
Historically, relational databases have been on premises, and as customers moved to the cloud, they initially leveraged EC2 to run their own databases. With this approach, customers still had to deal with all of the usual pains that accompany an on-premises database such as hardware provisioning, database setup, tuning, patching, backups and scaling. 
 
In 2009 we launched our 1st managed relational database service (RDS) for MySQL. MySQL was already the most popular open source database and RDS made it easier to setup and use. At a click of a mouse, customers could have a MySQL database set up and ready in minutes.
 
As customers started to use the RDS MySQL service, requests came in from other users that were using on-premises databases. We created RDS for Oracle in 2011, RDS for SQL Server in 2012, RDS for Postgres in 2013 and RDS for MariaDB in 2015. Add these services to our own Amazon Aurora, which we designed for the cloud from the ground up and you have the broadest selection of fully managed cloud databases available. 

Amazon Relational Database Service (Amazon RDS) makes it easy to set up, operate, and scale a relational database in the cloud. It provides cost-efficient and resizable capacity while automating time-consuming administration tasks such as hardware provisioning, database setup, patching and backups. It frees you to focus on your applications so you can give them the fast performance, high availability, security and compatibility they need.

Amazon RDS is available on several database instance types - optimized for memory, performance or I/O - and provides you with six familiar database engines to choose from, including Amazon Aurora, PostgreSQL, MySQL, MariaDB, Oracle, and Microsoft SQL Server. You can use the AWS Database Migration Service to easily migrate or replicate your existing databases to Amazon RDS.

Easy to Administer
Amazon RDS makes it easy to go from project conception to deployment. Use the AWS Management Console, the AWS RDS Command-Line Interface, or simple API calls to access the capabilities of a production-ready relational database in minutes. No need for infrastructure provisioning, and no need for installing and maintaining database software.

Highly Scalable
You can scale your database's compute and storage resources with only a few mouse clicks or an API call, often with no downtime. Many Amazon RDS engine types allow you to launch one or more Read Replicas to offload read traffic from your primary database instance.

Available and Durable
Amazon RDS runs on the same highly reliable infrastructure used by other Amazon Web Services. When you provision a Multi-AZ DB Instance, Amazon RDS synchronously replicates the data to a standby instance in a different Availability Zone (AZ). Amazon RDS has many other features that enhance reliability for critical production databases, including automated backups, database snapshots, and automatic host replacement.

Fast
Amazon RDS supports the most demanding database applications. You can choose between two SSD-backed storage options: one optimized for high-performance OLTP applications, and the other for cost-effective general-purpose use. In addition, Amazon Aurora provides performance on par with commercial databases at 1/10th the cost. 

Secure
Amazon RDS makes it easy to control network access to your database. Amazon RDS also lets you run your database instances in Amazon Virtual Private Cloud (Amazon VPC), which enables you to isolate your database instances and to connect to your existing IT infrastructure through an industry-standard encrypted IPsec VPN. Many Amazon RDS engine types offer encryption at rest and encryption in transit.


Relational Databases
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While Aurora is the best choice for relational databases, for some of your databases, you might choose to move them first to AWS to immediately get the scalability, reliability, and ease of management that the cloud provides, before migrating them to Aurora. This gives you the time you need to migrate any legacy code as well as exhaust the remaining term of your license agreements with other commercial database vendors. This is why we offer Amazon RDS, a fully managed relational database service that you can use to run your choice of database engines including PostgreSQL, MySQL, MariaDB, Oracle, and SQL Server. Amazon RDS automates time-consuming administration tasks such as hardware provisioning, database setup, patching, and backups. It lets you scale your database with only a few mouse clicks or an API call, often with no downtime. With a single click in the RDS console, you can set up RDS to synchronously replicate your data to a standby instance in a different availability zone. RDS automatically detects any database failures and fails-over to the standby instance within 30 seconds, making your database reliable. 


=======
Historically, relational databases have been on premises, and as customers moved to the cloud, they initially leveraged EC2 to run their own databases. With this approach, customers still had to deal with all of the usual pains that accompany an on-premises database such as hardware provisioning, database setup, tuning, patching, backups and scaling. 
 
In 2009 we launched our 1st managed relational database service (RDS) for MySQL. MySQL was already the most popular open source database and RDS made it easier to setup and use. At a click of a mouse, customers could have a MySQL database set up and ready in minutes.
 
As customers started to use the RDS MySQL service, requests came in from other users that were using on-premises databases. We created RDS for Oracle in 2011, RDS for SQL Server in 2012, RDS for Postgres in 2013 and RDS for MariaDB in 2015. Add these services to our own Amazon Aurora, which we designed for the cloud from the ground up and you have the broadest selection of fully managed cloud databases available. 

Amazon Relational Database Service (Amazon RDS) makes it easy to set up, operate, and scale a relational database in the cloud. It provides cost-efficient and resizable capacity while automating time-consuming administration tasks such as hardware provisioning, database setup, patching and backups. It frees you to focus on your applications so you can give them the fast performance, high availability, security and compatibility they need.

Amazon RDS is available on several database instance types - optimized for memory, performance or I/O - and provides you with six familiar database engines to choose from, including Amazon Aurora, PostgreSQL, MySQL, MariaDB, Oracle, and Microsoft SQL Server. You can use the AWS Database Migration Service to easily migrate or replicate your existing databases to Amazon RDS.

Easy to Administer
Amazon RDS makes it easy to go from project conception to deployment. Use the AWS Management Console, the AWS RDS Command-Line Interface, or simple API calls to access the capabilities of a production-ready relational database in minutes. No need for infrastructure provisioning, and no need for installing and maintaining database software.

Highly Scalable
You can scale your database's compute and storage resources with only a few mouse clicks or an API call, often with no downtime. Many Amazon RDS engine types allow you to launch one or more Read Replicas to offload read traffic from your primary database instance.

Available and Durable
Amazon RDS runs on the same highly reliable infrastructure used by other Amazon Web Services. When you provision a Multi-AZ DB Instance, Amazon RDS synchronously replicates the data to a standby instance in a different Availability Zone (AZ). Amazon RDS has many other features that enhance reliability for critical production databases, including automated backups, database snapshots, and automatic host replacement.

Fast
Amazon RDS supports the most demanding database applications. You can choose between two SSD-backed storage options: one optimized for high-performance OLTP applications, and the other for cost-effective general-purpose use. In addition, Amazon Aurora provides performance on par with commercial databases at 1/10th the cost. 

Secure
Amazon RDS makes it easy to control network access to your database. Amazon RDS also lets you run your database instances in Amazon Virtual Private Cloud (Amazon VPC), which enables you to isolate your database instances and to connect to your existing IT infrastructure through an industry-standard encrypted IPsec VPN. Many Amazon RDS engine types offer encryption at rest and encryption in transit.


Amazon Aurora

MySQL and PostgreSQL compatible relational database built for the cloud

Performance and availability of commercial-grade databases at 1/10th the cost
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Amazon Aurora is a MySQL and PostgreSQL compatible relational database built for the cloud that combines the performance and availability of high-end commercial databases with the simplicity and cost-effectiveness of open source databases. Aurora has 5x the performance of standard MySQL and 3x the performance of standard PostgreSQL, with the security, availability, and reliability of commercial-grade databases, at 1/10th the cost.

We added Postgres because the original Aurora had a MySQL interface and many of you were interested in using Postgres as a target for Aurora because it’s so systematically similar to many of the enterprise databases that are out there.  So if you wanted to move an Oracle database over to Postgres, systematically, they're pretty close which makes it easier to migrate.

Aurora offers high performance and high availability with its unique scale-out architecture built for the cloud using a distributed, fault-tolerant, self-healing storage system. You can scale out to up to 15 read replicas, allowing you to run millions of database reads per second. Aurora automatically adds new read replicas as your application’s load on the database grows, so you don't have to figure out when to increase the number replicas. Additionally, when a read replica fails, Aurora re-routes read requests to another replica in less than a second, and there's no interruption to the user. 

Aurora is fully managed by Amazon Relational Database Service (RDS), which automates time-consuming administration tasks like hardware provisioning, database setup, patching, and backups.

High Performance and Scalability�
Amazon Aurora provides 5X the throughput of standard MySQL and 3X the throughput of standard PostgreSQL running on the same hardware. This performance is on par with commercial databases, at 1/10th the cost. You can easily scale your database deployment up and down from smaller to larger instance types as your needs change. To scale read capacity and performance, you can add up to 15 low latency read replicas across three Availability Zones. Amazon Aurora automatically grows storage as needed, up to 64TB per database instance.

High Availability and Durability
Amazon Aurora offers greater than 99.99% availability. It has fault-tolerant and self-healing storage built for the cloud that replicates six copies of your data across three Availability Zones. Aurora continuously backs up your data to Amazon S3, and transparently recovers from physical storage failures; instance failover typically takes less than 30 seconds.

Highly Secure�
Amazon Aurora provides multiple levels of security for your database. These include network isolation using Amazon VPC, encryption at rest using keys you create and control through AWS Key Management Service (KMS) and encryption of data in transit using SSL. On an encrypted Amazon Aurora instance, data in the underlying storage is encrypted, as are the automated backups, snapshots, and replicas in the same cluster. 

MySQL and PostgreSQL Compatible�
The Amazon Aurora database engine is fully compatible with existing MySQL and PostgreSQL open source databases, and adds compatibility for new releases regularly. This means you can easily migrate MySQL or PostgreSQL databases to Aurora using standard MySQL or PostgreSQL import/export tools or snapshots. It also means the code, applications, drivers, and tools you already use with your existing databases can be used with Amazon Aurora with little or no change. 

Fully Managed�
Amazon Aurora is fully managed by Amazon Relational Database Service (RDS). You no longer need to worry about database management tasks such as hardware provisioning, software patching, setup, configuration, or backups. Aurora automatically and continuously monitors and backs up your database to Amazon S3, enabling granular point-in-time recovery. You can monitor database performance using Amazon CloudWatch, Enhanced Monitoring, or Performance Insights, an easy-to-use tool that helps you quickly detect performance problems.

Migration Support�
MySQL and PostgreSQL compatibility make Amazon Aurora a compelling target for database migrations to the cloud. If you're migrating from MySQL or PostgreSQL, see our migration documentation for a list of tools and options. To migrate from commercial database engines, you can use the AWS Database Migration Service for a secure migration with minimal downtime. 
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Customer reaction to Aurora has been overwhelming, making it the fastest-growing service in the history of AWS. In 2015, Aurora already had thousands of customers including enterprises like NBC Universal, PG&E, and the United Nations.  In 2016, the number of customers grew by three and a half times with household names like Netflix, LexisNexis, and Ticketmaster joining the list, and in 2017, the number of customers grew by two and a half times with organizations like Expedia, NASDAQ, Verizon, CBS Interactive, Dow Jones, and Hulu running their business-critical workloads on Aurora. Today, we have tens of thousands of enterprises and startups running their applications on Aurora. 

One example is FINRA. FINRA is one of the largest independent securities regulators in the United States, is they’re using DMS to move their databases that ingest and store billions of financial transaction records from Oracle to Aurora for greater performance at lower cost, leveraging AWS database technologies for capturing and storing a daily influx of more than 75 billion financial records. 

Another example is Dow Jones. Dow Jones migrated its legacy databases onto Amazon Aurora allowing the company to be more efficient, cost-effective and secure. 
Dow Jones first legacy on-prem database to Aurora migration went live the week of May 2017 at Dow Jones. This high-profile workload plays a critical role in engaging and retaining their customers. News is an early adopter of Aurora; Dow Jones and AWS worked together over the last year with direct access to the Aurora service team and GM to build confidence and expertise in the platform. A series of AWSome days delivered by AWS emphasized Aurora and included demonstration of its cutting-edge Lambda integration, as well as the AWS Database Migration Service, which Dow is utilizing to move data from its legacy on-prem environment to Aurora.
 
With this first migration, Ramin Beheshti, Dow Jones Chief Product and Technology Officer, said “This is such an awesome step for all of us. Newsletters play a critical business role in engaging and retaining our users. This move not only gets us off really old tech, but it will allow us to move much quicker with new newsletters and enable us to onboard new newsletter providers – which we are already doing. It will also make sending newsletters much more reliable and scalable. This migration to AWS Aurora allowed Dow Jones to replace a legacy platform with performance challenges that required 400k in DBA staff to manage with $1M in licensing costs annually to a cloud based highly scalable and resilient solution on AWS Aurora using a 1T Aurora cluster in Virginia with 200 transactions per second along with replication of data to Oregon for high availability and disaster recovery.
 
Dow Jones’ extensive legacy on-prem environment was expensive, failure prone and inflexible. By moving much of the operational overhead to AWS, and eliminating the need to manage storage completely, Aurora frees up funds for innovation. Traditionally, relatively minor failures in their legacy on-prem database environment have resulted in a manual fail-over to a secondary Dow Jones facility; with its multi-AZ architecture, Aurora provides comparable multi-site resiliency with automated, seamless failover, augmented by six-way replication within an AWS region and replication across regions for a third disaster-recovery option.
 
With training and guidance from AWS, Dow Jones executed the migration themselves as part of a larger strategic data center consolidation & cloud migration initiative with AWS. This migration is the first of many; News Corp overall is migrating 1100 application to AWS with a focus on managed services. 


Another example is Verizon. Verizon is undergoing a major transformation in its database-management approach, moving away from expensive, legacy commercial database solutions (Oracle) to more efficient and cost-effective options (Amazon Aurora). Verizon is a global leader delivering innovative communications and technology solutions. Verizon already runs several of its production business and customer applications on AWS, including several applications that the company has moved off of Oracle databases to Amazon Aurora. Verizon used the AWS Database Migration Service and Schema Conversion Tool to identify areas for data conversion that required special attention during migration.



------------------------------------------------

Capital One, a leading information-based technology company and digital banking innovator, has taken a cloud-first approach to software development. “At Capital One, our cloud-first approach led us to start testing the preview of Amazon Aurora’s PostgreSQL compatibility in November 2016,” said John Andrukonis, Chief Architect, Capital One. “We anticipated performance benefits, as well as the high availability and fast failover capabilities ideal for serving our customers. In our testing during the preview, we’ve been impressed with the performance and high availability offered by Amazon Aurora.” 

FINRA regulates a critical part of the securities industry – brokerage firms doing business with the public in the United States. FINRA takes in up to 75 billion market events per day that are tracked, aggregated, and analyzed for the purpose of protecting investors. "FINRA is in the process of migrating most of our relational databases to AWS," said Saman Michael Far, Senior Vice President & CTO, FINRA. "We have evaluated Amazon Aurora with PostgreSQL compatibility, and we look forward to increasing our usage, because PostgreSQL is the best destination for our relational database workloads." 

INRIX is the global leader in connected car services and transportation analytics, a new approach that leverages big data and the cloud to help manage urban mobility. "From raw GPS points, INRIX generates large-scale vehicle movement data and ingests the data into sharded Amazon Relational Database Service for PostgreSQL instances. We are hitting the storage and performance limits per shard and looking for a more scalable solution," said Trang Nguyen, Senior Software Engineer, INRIX. "With Amazon Aurora’s compatibility with PostgreSQL, we’ve seen three times performance improvements in our benchmarks. We love Amazon Aurora’s ability to scale storage independently of computing resources at better price points." 

Nielsen is a global data management company providing a comprehensive understanding of consumer behaviors. "In our testing of Amazon Aurora PostgreSQL in the preview, we have seen very good performance upwards of 7-11 times that of RDS PostgreSQL, for both write and read/write workloads,” said Todd Lightbody, Watch Architecture Leader, Nielson. “We are also excited about the expected scalability and reliability, giving us great confidence that Amazon Aurora PostgreSQL will meet our requirements as we move some of our core database workloads to AWS.” 

Verizon is a global leader delivering innovative communications and technology solutions. “Verizon is helping our customers build a better, more connected life. As part of this journey, we are undergoing a major transformation in our database management approach, moving away from expensive, legacy commercial database solutions to more efficient and cost-effective options,” said Shashidhar Sureban, Associate Director, Database Engineering, Verizon. “Testing of Amazon Aurora PostgreSQL showed better performance over standard PostgreSQL residing on Amazon EC2 instances, and the AWS Database Migration Service and Schema Conversion Tool were found effective at identifying areas for data-conversion that required special attention during migration.” 

FantasyDraft is a daily fantasy sports site offering fantasy play across multiple sports and contest formats including leagues, head-to-head contests and tournaments. “We’ve been extensively testing the preview of the new Amazon Aurora PostgreSQL engine, and have been very impressed with overall compatibility with standard PostgreSQL, along with the ease of migrating our data and applications to Amazon Aurora’s new engine to obtain improved performance, scalability and resiliency,” said Tim Weisbrod, FantasyDraft Co-Founder and President. “We are most excited about improved performance under high concurrency workloads to ensure our users have the best experience possible in the final minutes leading up to when contests start. We’re also looking forward to the rapid crash recovery and fast failover capabilities of Amazon Aurora PostgreSQL to ensure any potential disruptions to our customers are minimized, and to Amazon Aurora read replica scale-out and dynamic auto-scaling storage to help us dynamically add resources to cover the busiest times and reduce costs when they aren’t needed.” 

OpenSCG is one of the leading solutions partners in the PostgreSQL community. “We have been testing the preview of Amazon Aurora’s PostgreSQL compatibility as part of our goal of helping enterprises successfully move from expensive on-premises commercial relational databases to PostgreSQL,” said Denis Lussier, CEO of OpenSCG. “We are impressed with the PostgreSQL compatibility, the performance, and the high availability, and we are working with multiple customers to give them all the assistance they need to move their Oracle database workloads to Amazon Aurora. It is truly amazing how quickly people are moving past the Oracle RAC objection that I've seen for the last 15 years when they hear how Amazon Aurora works. It's a game changer for sure.” 

SRA OSS is part of SRA Inc., one of Japan's oldest and largest systems integration companies. "In our performance testing of Amazon Aurora’s PostgreSQL compatibility, we found that the performance was three times better than standard PostgreSQL," said Tatsuo Ishii, SRA OSS, Inc. Japan President. "Our testing also showed that Amazon Aurora is fully compatible with PostgreSQL 9.6, and we believe customers will be able to move large enterprise workloads from on-premises commercial databases to Amazon Aurora because of its high performance, high availability, and PostgreSQL compatibility. SRA OSS will add support for Amazon Aurora to the next version of pgpool-II, which provides clustering management middleware for PostgreSQL." 



Aurora Serverless
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Aurora is fully managed, and automates time-consuming administration tasks such as hardware provisioning, database setup, patching, and backups. For workloads that don’t require your database to run often, such as development and test environments and workloads with unpredictable or intermittent usage spikes, you can use Aurora Serverless.  It is an on-demand, auto-scaling configuration for Aurora, where the database automatically starts up, shuts down, and scales capacity up or down based on your application's needs. Aurora Serverless enables you to run your database in the cloud without provisioning or managing any database instances or clusters. You pay per second only for the database capacity you consume. This can translate to significant cost savings for running infrequent, unpredictable or intermittent workloads. [NOTE: AURORA SERVERLESS IS IN PREVIEW – MESSAGING SUBJECT TO GA IN MAY]


Non-Relational Databases

aWws



Amazon DynamoDB

We needed to adapt to power Amazon.com

Dynamo: Amazon’s Highly Available Key-value Store

Giuseppe DeCandia, Deniz Hastorun, Madan Jampani, Gunavardhan Kakulapati,
Avinash Lakshman, Alex Pilchin, Swaminathan Sivasubramanian, Peter Vosshall
and Werner Vogels

AMmazon. com

ABSTRACT
Reliabality st pamssive scnle 1s one of the baggest chnllenges we
e ot Amazon com. one of the largest e=commmeice operalions i
the world, even the shghtest outage liss sigmificant T
consequences  and  uopaects  customser  trust.  The o
platfonn., which provides services for ey web s

servers aod petwork components locategs
mronmd the workl, At thes scale. smuall g,
contumiionsy and the way persestend siate 1
of these Mmilures drives the selistality
sisfivwnre s sheins

This paper presenis ihe desipgn and mupleaeniih L
haghly available key-valie stofage systenn Ual T ol Aduaron s
cote services use o provide am “always-on™ expenience lo
achieve tus level of avalalahty, Dyvnamoe sacnlices consistency
under certain Gilime scemanos. I inakes extensive use of olject
versomang sl apphoaion-assisted conflict resolution i a imanne
that provides a novel mlerlace for developers 1o use

© 2019, Amazon Web Services, Inc. or its affiliates. All rights reserved.

ur orgaeization has lesmed from operating
that the velinbility and sealalslity of o
i b dis application state is maoaged
W decentialized, loosely coupled. service
stating of handeeds of services. I thas

i
g network routes are flapping. o date centers e g
froyed by tomoados. Thesefore, the service responsible for
anaging shoppring cants vequives that it con always write o sod
remd froon ats data store, and that its datn needs to be available
acposs gaultiple data centers,

Drealimg woatli Gaaliires i an anfiastiiciore cospaised of i llions ol
compronents ix o standard mode of apermation; there are always n
spmall byt sqgmificant member of server and neltwork components
that e failing af amy given Hme. As soch Amason’s sollware
systems need to be constructed in o manner that weats foilore
handlmg ax the fodiial ease withoul dnpacting availability o
petfornmance

Needed to power
Amazon.com

Required massive scalability
and reliability

DynamoDB designed to meet
this need

2017

Hall of fame
CELEBRATING 50 YEARS

OF COMPUTING'S GREATEST ACHIEVEMENTS

aWws

\/‘7


Presenter
Presentation Notes
It all started in 2004 when Amazon was running Oracle's enterprise edition with clustering and replication. We had an advanced team of database administrators and access to top experts within Oracle. We were pushing the limits of what was a leading commercial database at the time and were unable to sustain the availability, scalability and performance needs that our growing Amazon business demanded.

A small group of distributed systems experts came together and designed a horizontally scalable distributed database that would scale out for both reads and writes to meet the long-term needs of our business. This was the genesis of the Amazon Dynamo database. As we began growing the AWS business, we realized that external customers might find our Dynamo database just as useful as we found it within Amazon.com. So, we set out to build a fully hosted AWS database service based upon the original Dynamo design.

With these goals in mind, In January, 2012 we launched Amazon DynamoDB, our cloud-based NoSQL database service designed from the ground up to support extreme scale, with the security, availability, performance and manageability needed to run mission-critical workloads.

Today, DynamoDB powers the next wave of high-performance, internet-scale applications that would overburden traditional relational databases. 


Many Applications Require Millisecond Latency at Any Scale
Example: Amazon Prime Day 2017

Biggest shopping event in
Amazon history

Thousands of Amazon teams
using DynamoDB

3.34 trillion requests
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requests per second
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To understand the type of scale enabled by DynamoDB, let’s take Amazon Prime Day 2017 as an example. Prime Day was one of the biggest retail days in the history of Amazon, and ran for about 30 hours. During those 30 hours, DynamoDB processed 3.34 trillion requests and peaked at 12.9 million requests per second. This is a good example of using a purpose-built database, tailored for internet-scale performance that relational databases cannot easily deliver.


Amazon DynamoDB

Fully-managed nonrelational database for any scale

aws
Fully managed High performance
Maintenance-free Fast, consistent performance
Serverless Virtually unlimited throughput
Auto scaling Virtually unlimited storage

Backup and restore
Global tables
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Amazon DynamoDB is a fully managed NoSQL database service running in the AWS Cloud. The complexity of running a massively scalable, distributed NoSQL database is managed by the service itself, allowing software developers to focus on building applications rather than managing infrastructure. NoSQL databases are designed for scale, but their architectures are sophisticated, and there can be significant operational overhead in running a large NoSQL cluster. Instead of having to become experts in advanced distributed computing concepts, the developer need only to learn DynamoDB’s straightforward API using the SDK for the programming language of choice. In addition to being easy to use, DynamoDB is also cost effective. With DynamoDB, you pay for the storage you are consuming and the IO throughput you have provisioned. It is designed to scale elastically while maintaining high performance. When the storage and throughput requirements of an application are low, only a small amount of capacity needs to be provisioned in the DynamoDB service. As the number of users of an application grows and the required IO  throughput increases, additional capacity can be provisioned on the fly. This enables an application to seamlessly grow to support millions of users making thousands of concurrent requests to the database every second. Finally, DynamoDB is secure with support for end to end encryption and fine grained access control.
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Global tables build on DynamoDB’s global footprint to provide you with a fully managed, multi-region, and multi-master database that provides fast, local, read and write performance for massively scaled, global applications. Global tables replicate your DynamoDB tables automatically across your choice of AWS Regions. Global tables eliminate the difficult work of replicating data between regions and resolving update conflicts, enabling you to focus on your application’s business logic. In addition, global tables enable your applications to stay highly available even in the unlikely event of isolation or degradation of an entire Region.


Amazon ElastiCache

Fully-managed, Redis or Memcached compatible, low-latency, in-memory data
store
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While millisecond latency works for many applications, microsecond latency is required by real-time, data-intensive applications. For example, gaming leaderboards capture the scores of millions of online players every time their scores change and re-rank the players in real-time. A common solution for this is an in-memory data store where millions of data records can be written and accessed in microseconds. In-memory data stores can also function as stand-alone databases for transient data such as website user authentication tokens that expire at the end of the user session. Redis and Memcached are two popular choices for in-memory data stores. Redis is an open-source, in-memory, key-value store that offers a variety of built-in data structures such as sorted sets, lists, and geospatial data, making it faster to develop applications. Memcached is an open-source in-memory caching system that is easy to use. However, Redis and Memcached lack enterprise features such as scalability and reliability, and that's why we built Amazon ElastiCache. 
 
Amazon ElastiCache offers Redis and Memcached as fully managed services. It automates management tasks such as hardware provisioning, software patching, setup, configuration, monitoring, and backups, making it easy to run Redis and Memcached on AWS. ElastiCache can scale-out, scale-in, and scale-up to meet changing application demands. ElastiCache for Redis allows you add up to five read replicas across multiple availability zones, enabling you to easily scale read capacity. And, if the primary read/write node fails, ElastiCache for Redis automatically promotes one of the read replicas to be the primary node, making your application more reliable. For scaling write capacity, ElastiCache for Redis lets you partition your data across multiple primary nodes, and distributes write requests across these nodes. ElastiCache for Redis provides encryption-at-rest and encryption-in-transit, helping you secure your data. 

Key benefits of Amazon ElastiCache include: 

Redis and Memcached Compatible�
With Amazon ElastiCache, you get native access to Redis or Memcached in-memory environments. This enables compatibility with your existing tools and applications.

Extreme Performance�
Amazon ElastiCache works as an in-memory data store and cache to support the most demanding applications requiring sub-millisecond response times. By utilizing an end-to-end optimized stack running on customer dedicated nodes, Amazon Elasticache provides you secure, blazing fast performance.

Fully Managed�
You no longer need to perform management tasks such as hardware provisioning, software patching, setup, configuration, monitoring, failure recovery, and backups. ElastiCache continuously monitors your clusters to keep your workloads up and running so that you can focus on higher value application development.

Easily Scalable

Amazon ElastiCache can scale-out, scale-in, and scale-up to meet fluctuating application demands.  Write and memory scaling is supported with sharding. Replicas provide read scaling.



Graph Use Cases
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an increasing number of today’s applications need to work with highly connected data to enable common use cases such as recommendation engines, fraud detection, and network security monitoring. 


Challenges Building Apps with Highly-Connected Data

Relational databases Existing graph databases
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Take an application like restaurant recommendations, where you want to recommend restaurants of a certain cuisine like sushi, in a particular city like New York, that at least two of the user's friends liked.
 
To be able to do this, you need to put together a lot of connected datasets. You need to know the users, and their friends and their likes. You also need to know the restaurants in New York and the cuisines they offer.  When you try to represent this kind of data in a relational model, you end up with multiple tables, with multiple foreign keys, and soon, your queries slow down and become difficult to maintain. Alternatively, you can use an open source or a commercially licensed graph database. Open source graph databases are hard to scale and lack enterprise capabilities such as high availability. Commercial graph databases are expensive, require you to choose between the Property Graph and the RDS graph models, and often require you to use proprietary APIs. What you really need is a graph database that is compatible with leading graph models, features open APIs, and is also fast, reliable, scalable, and cost effective. That's why we built Amazon Neptune


Amazon Neptune
Fully managed graph database
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Amazon Neptune is a fast, reliable, fully-managed graph database that makes it easy to build and run applications that work with highly connected datasets. The core of Amazon Neptune is a purpose-built, high-performance graph database engine optimized for storing billions of relationships and querying the graph with milliseconds latency. Neptune supports the popular graph models, Property Graph and W3C's RDF, and their respective query languages Apache TinkerPop Gremlin and SPARQL, allowing you to easily build queries that efficiently navigate highly connected datasets. Neptune is highly available, with read replicas, point-in-time recovery, continuous backup to Amazon S3, and replication across availability zones. Neptune is secure, with support for encryption at rest and in transit. Neptune is fully managed, so you don’t have to worry about database management tasks such as hardware provisioning, software patching, setup, configuration, and backups. [NOTE: NEPTUNE IS IN PREVIEW]



Amazon DocumentDB

Fast, scalable, and fully managed MongoDB-compatible database service
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Working backwards from our customers and these challenges, we built Amazon DocumentDB to be a fast, scalable, fully-managed, and MongoDB-compatible AWS database service.



Database Migration Service
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AWS Database Migration Service
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In addition to offering a broad portfolio of purpose-built database services, AWS makes it easy for you to migrate your database to the cloud. The AWS Database Migration Service (DMS) helps customers securely migrate their databases to AWS with minimal or no downtime. The source database remains fully operational during the migration, causing no interruption to applications that rely on that database. DMS can migrate your data from most widely used commercial and open-source databases. DMS supports migrations such as Oracle to Oracle migrations, as well as migrations between different database platforms, such as Oracle to Amazon Aurora. DMS offers six months of free usage for migrations to Amazon Aurora, Amazon DynamoDB, and Amazon Redshift. For large databases, where terabytes of data need to be migrated, you can use AWS Snowball, a petabyte-scale data transport service that uses secure appliances to transfer data into and out of AWS. 



100,000+ Databases Migrated with DMS
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The AWS Database Migration Service (DMS) has helped customers securely migrate over 55,000 databases with minimal or no downtime. 


Thank You for Attending AWS Quick Start

We hope you found it interesting! A kind reminder to complete the survey.

Let us know what you thought of today’s event and how we can improve the event experience for
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you in the future.

aws-apac-marketing@amazon.com

twitter.com/AWSCloud
facebook.com/AmazonWebServices
youtube.com/user/AmazonWebServices
slideshare.net/AmazonWebServices

twitch.tv/aws
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Thank you again for attending, and we really appreciate your feedback so that we can better understand the topics and services you would like to know more about, so please do take the time to fill out our survey and let us know what you think.
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